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Abstract

The problem of producing rosters for nursing staff in a large general hospital is tackled using tabu search with stra-
tegic oscillation. The objective is to ensure that enough nurses are on duty at all times while taking account of individual
preferences and requests for days off in a way that is seen to treat all employees fairly. This is achieved using a variant of
tabu search which repeatedly oscillates between finding a feasible cover, and improving it in terms of preference costs.
Within each phase the search is controlled by a combination of different neighbourhoods and candidate lists designed to
aggressively seek out local optima and then to react to the problems encountered on arrival. The resuit is a robust and

effective method which is able to match the quality of solutions produced by a human expert. © 1998 Elsevier Science

B.V. All rights reserved.
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1. Introduction

Every hospital is repeatedly faced with the ad-
ministrative task of producing work rosters for
its nursing staff. The precise requirements will dif-
fer from ward to ward, but the primary objective is
to find a schedule which ensures adequate cover at
all times. Part-time contracts and requirements for
different levels of cover at different grades mean
that this is not a trivial task and in practice it is
further complicated by days of annual leave, re-
quests for specific days off, and the need to distrib-
ute unpopular features, such as night shifts and
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weekend working, evenly across the work-force.
A popular approach is to use a cyclic schedule,
so that each employee repeatedly cycles through
the same set of weekly patterns. However, this as-
sumes a constant number of personnel all of whom
are available at all times. The work described in
this paper was undertaken for a major UK hospi-
tal which prefers a more flexible approach, so that
it is able to respond directly to requests and to deal
with the different numbers of nurses who may be
available in any week. As it will not always be pos-
sible to meet everyone’s requirements it is impor-
tant from the point-of-view of staff morale that
schedules are seen to be fair. Prior to our involve-
ment the problem was solved by hand, by the
senior nursing officer in charge of each ward,
and for each ward this typically took several
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man-hours per month. Our remit was to produce a
computer system which could match the quality of
these manual schedules.

Variants of the employee scheduling problem
have been of interest to operational researchers
for many years. If the day is partitioned into dis-
tinct shifts, and the objective is to meet a given de-
mand for manpower for each shift, then cyclic
schedules have proved popular. Examples of this
approach include the work of Rosenbloom and
Goertzen [1] and Balakrishnan and Wong {2]. Ear-
ly approaches to problems with different charac-
teristics focused mainly on simple heuristics or
on integer programming formulations. However,
both these approaches have their drawbacks and
more recently more powerful heuristic techniques
and knowledge-based approaches have been ap-
plied. Examples include a hybrid of tabu search
and Al for the general employee scheduling prob-
lem by Glover and McMillan [3]; the use of simu-
lated annealing for the same problem by
Thompson [4], and for the cyclic scheduling prob-
lem by Brusco and Jacobs [5,6]; and the knowledge
based approaches for rostering airline ground
crews and scheduling hospital doctors suggested
by Chow and Hui [7] and Gierl et al. 8], respec-
tively.

In our case the objectives are to produce weekly
schedules which meet strict constraints on the
numbers of nurses of different grades on duty at
different times (known as covering constraints),
while attempting to match the preferences of the
nursing staff and ensuring that the resulting rosters
are perceived as being fair over the medium term.
This means that the desirability of a given work
pattern will differ for each employee, making our
problem somewhat different from those in which
the objectives are to minimise actual monetary
costs. The project involved many interesting issues
from an operational research point-of-view, but
here we focus purely on the algorithmic issues of
the central scheduling program.

In its most basic form tabu search can be de-
scribed as a local search procedure that allows up-
hill moves by selecting the best move in the current
neighbourhood even if it is non-improving. The
use of a tabu list prevents the search returning
too soon to previously visited solutions. However,

it is now widely accepted that gains in solution
quality and algorithm efficiency can be made by in-
corporating a variety of additional features. In
particular it is important that the search be en-
couraged to home in on good areas, a process
known as intensification, but also be given ade-
quate opportunity to diversify or move away from
its current region into promising new areas. Many
recent developments have focused on mechanisms
for doing this intelligently rather than randomly.
These include the use of specially selected subsets
of the neighbourhood, known as candidate list
strategies; the recognition of features which play
a large part in guiding the search towards good so-
lutions, known as influential attributes; and allow-
ing the search to move to and fro between different
regions of the solution space, known as strategic
oscillation. See [9] for a discussion of these and
other features.

The algorithm developed for the nurse schedul-
ing problem incorporates the following features.
1. Strategic oscillations to move around the

boundaries of the feasible region as defined by

the covering constraints.

2. Replacement of many random uphill moves by
chains of moves, known as ejection chains, so
that the net effect of a chain is an improvement
in the evaluation function.

3. Recognition of attributes which are causing
sub-optimality in many of the local optima,
and adjusting the neighbourhoods and/or can-
didate lists to ensure that these attributes are
corrected.

4. Strategic use of different neighbourhoods and
candidate lists.

5. Short tabu lists to control situations which may
still lead to cycling.

6. Use of influential attributes to guide diversifica-
tion.

7. Bounds to avoid wasting time concentrating on
areas of the solution space which cannot im-
prove on the best solution to date.

Section 2 concentrates on the problem details and

justifies the use of a local search heuristic as an ap-

propriate solution method. This is followed by a

discussion of the problem specific decisions, in-

cluding the basic neighbourhood structure and
the best way to handle the conflicting objectives
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of meeting the minimal covering requirements and
allocating preferred shift patterns. Sections 4-6
deal with the algorithmic details and Section 7
with the results of experiments on real and artifi-
cial data. These indicate that the method is well
able to match the manual solutions in terms of
overall quality, but that there is still room for im-
provement. The paper concludes with some sug-
gestions for future research.

2. The problem

Working practices mean that each nurse works
an entire week on days or nights and belongs to
one of three grade bands. The minimum number
of nurses from each band who must be on duty
each day or night of the week is defined cumula-
tively. For example typical night requirements
are for at least one nurse from band 1, at least
two from bands 1 and 2 and at least three in total.
Many nurses have part time contracts which
means that they work a smaller number of full
shifts than their full-time counterparts. As the
night shift is longer than the day shift a nurse on
nights typically works less shifts than if he or she
were on days, but for a given nurse in a given week
the number of shifts he or she will work if on days
or nights is known. Thus we can enumerate all the
feasible patterns of work for a given nurse in a giv-
en week and allocate each nurse-pattern pair a
penalty cost depending on the overall quality of
the pattern, the nurse’s requests for days off and
the recent history of shifts worked. Assuming that
these penalty values are an accurate reflection of
the relative attractiveness of the patterns the prob-
lem of meeting the covering requirements in such a
way as to maximise the overall quality of the
schedule can then be defined as follows:

1 if nurse i works pattern j,
Xij = )
Y 0 otherwise,

pi is the penalty associated with nurse i/ work-
ing pattern j; F(i) is the set of patterns feasible
for nurse ; ay =1 if pattern j covers shift k. G, is
the set of nurses of grade-band r or above; R(k.r)
is the minimum acceptable number of nurses of
grade r or above for shift k.

min Z = Zn: Z Fix; {1)

i=1 jeF(i)
s.t. Zx,-j =1 VI, (2)
JEF(D)
ZZajkxi,BR(k,r) Vl’,k, (3)
i€G, jeF (i)
Xij = Oorl.

The subjective nature of the rules for allocating
penalties point to a heuristic solution approach
and local search is an attractive option for a num-
ber of reasons.

First there are some rules and penalties associ-
ated with the mix of early and late shifts for those
nurses ailocated to days. Not all schedules result in
the same quality of solution with respect to this fi-
nal phase. There are also situations in which
schedules with the same penalty cost may not be
seen as equal by the user. It is therefore useful to
be able to produce several good solutions for
post-processing and final subjective judgement.
The degree of randomness inherent in many local
search algorithms, and the fact that many of them
visit several good solutions during a single run
make them ideal in this respect.

Second, problem details vary from ward to
ward, and even from week to week. It is therefore
vital that the approach is flexible enough to
deal with this. Approaches such as tabu search
and simulated annealing are well known for their
robustness and the ease with which they can be
adapted to embrace minor changes in problem def-
inition.

Finally, these methods are well-tried and tested
on a number of similar problems. As well as the
examples of their use for employee scheduling they
have proved successful in other areas where hu-
man factors result in a mixture of hard and soft
constraints [10-12].

3. The local search framework

3.1. Neighbourhood

Before deciding on the search mechanism it is
useful to consider the space over which the search
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will be conducted. The problem has two natural
neighbourhoods. The first, and simplest, involves
moving from schedule to schedule by changing
the shift pattern of a single nurse by a single shift.
However, this neighbourhood would not enable
the search to move directly from one type of pat-
tern to the other. To overcome this, either the so-
lution space would need to be extended to include
patterns of mixed type, or the neighbourhood
would have to be augmented by a set of extra
moves. An alternative, which automatically over-
comes these problems, is to use a neighbourhood
based on shift patterns, and to define a feasible
move as any change of pattern for a single nurse.
This neighbourhood includes all moves from the
simpler neighbourhood and should have the added
advantage of allowing a broader and more adapt-
able search. This second neighbourhood was
therefore selected as the basis for all moves and
will be referred to throughout as the standard
neighbourhood.

3.2. Handling the covering constraint

In a situation where all nurses work full-time
and each nurse is available for all full-time shift
patterns, feasible solutions satisfying constraints
(2) and (3) are easily identified using local search
on the set of allocations satisfying Eq. (2) and
using the shortfall in Eq. (3) given by:

14 3
CC =max {0, ZZ R(k.r) —Z Z ajpXif ,
k=1 r=1 )

i€G, jeFli
(4)

as the evaluation function. This will be referred to
as the covering cost. Although it can be shown
that not all local optima correspond to global op-
tima, and some non-improving moves may there-
fore be required, a small number of restarts from
a greedy starting solution usually suffice to reduce
covering cost to zero.

Once part-timers and infeasible patterns are in-
corporated, simply finding a feasible solution be-
comes more difficult, and finding such a solution
which also has a low penalty cost as given in

Eq. (1) is an extremely difficult task. It was there-
fore decided to incorporate the search for feasible
solutions into the main search process. Three alter-
natives were considered.

First the solution space can be relaxed by re-
moving constraint (3), and incorporating the cov-
ering and penalty costs in a single weighted
evaluation function. The disadvantage of this ap-
proach is that it can be difficult to balance the
weights, especially as one of the subcosts must be
reduced to zero. An additional problem in this
case is the fact that the p;; values are themselves
the result of combining several other penalty costs.
These, and consequently their magnitudes relative
to the covering cost, are likely to change from
ward to ward, and it is likely that the weights in
the evaluation function would need to be re-tuned
for each user.

A second possibility is to use a phased ap-
proach, in which the objectives relating to binding
constraints are solved first, and then the solution
space is reduced to remove any solutions which
do not meet these objectives. The search continues
in the reduced space with respect to the secondary
objectives, possibly using a different neighbour-
hood structure to deal with a potentially more
sparsely connected solution space. This approach
has been used successfully on a number of other
scheduling problems [10.11]. However, in this case
there may be little or no slack in the coverage con-
straints. This would render the standard neigh-
bourhood completely ineffective in phase 2. In
Section 5 this problem is partly addressed by the
introduction of two new neighbourhoods. How-
ever, the efficiency of these neighbourhoods is ad-
versely affected by the need to cover at three
different grades, and it was felt that a search of this
type would not have sufficient freedom to do well
in phase 2.

The third option, which can be regarded as an
extension of a two-phase procedure is to use strate-
gic oscillations to allow the search to cross the
boundary of feasibility as defined by the covering
constraints and then to re-enter in a different part
of the feasible region. This approach was suggested
by Glover [9] and has been successfully incorporat-
ed into tabu search algorithms for number of prob-
lems (e.g. [13]). Our algorithm utilises oscillating
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phases in the following way. It starts by aggressive-
ly trying to find a moderately good feasible solu-
tion, concentrating on moves which improve the
covering cost and allow no increase in the penalty
cost. The neighbourhood structure is then extend-
ed in an attempt to further improve the penalty
cost while remaining feasible with respect to the
covering constraints. When a local optimum with
respect to penalty cost is reached, a single move
which increases the covering cost takes the search
back into the infeasible region. Covering cost is
again reduced aggressively and the whole process
cycles through these three phases until no improve-
ment to the best feasible solution has occurred for a
predefined number of moves. Currently this is set
at 1000. The search is controlled by the use of a
number of different neighbourhoods, candidate
lists and evaluation functions, which are outlined
in the following sections.

4. Obtaining a feasible solution with phase 1
4.1. The standard neighbourhood

Phase 1 starts with a randomly generated solu-
tion and randomly selects moves using the stan-
dard neighbourhood described in Section 3. The
candidate list is restricted to moves which decrease
the covering cost and do not increase the penalty
cost, and the first feasible candidate sampled is ac-
cepted. This rarely leads immediately to a feasible
(i.e.. zero covering cost) local optimum. In some
cases the reason for this is easily recognised and
corrected. Any solution partitions the nurses into
two sets: those working days and those working
nights. Once a local optimum has been reached,
moving a single nurse from one type to another
usually involves a significant increase in covering
cost. At some local optima the number of shifts
worked by nurses of a particular type fall short
of those required i.e.,

YD Mlixy < O, (5)

i€GjeF (i)
Ty

where T is the set of shift patterns of type t, N(i)
the number of shifts in a pattern of type t worked

by nurse i, and @y, is the total number of shifts of
type t required for grade-band r. Such solutions
will be referred to as unbalanced. They can be cor-
rected by a standard neighbourhood move, which
moves a nurse who is not working a type t pattern
to a type t pattern. The candidate list is restricted
to moves which do this and the best move accord-
ing to the covering cost is chosen.

Local optima which are not unbalanced also
occur frequently. The initial intention was to es-
cape these using a standard tabu list. However, ex-
amination of these solutions indicated that they
were surrounded by many zero-cost and small up-
hill moves. As a result simple variants of tabu
search frequently wasted much time wandering
aimlessly around these ‘flat-bottomed valleys’.
Analysis of the differences between local and glob-
al optima also showed that moves involving signi-
ficant increases in covering cost were sometimes
necessary to move from one to the other, and the
numerous low-cost moves meant that such moves
were very rarely accepted. Although some of these
difficulties may have been overcome by a more
careful balancing of tabu lists and diversification
strategies, a more intelligent approach of actively
generating improving chains of moves was chosen.
Although the chains are made up of standard
moves they can also be regarded as widened neigh-
bourhoods.

4.2. Chain neighbourhoods

Two types of chain neighbourhoods were uti-
lised. For the sake of clarity these neighbourhoods
will be introduced in terms of a single grade-band.
The arguments used can then easily be modified to
cope with different grades.

4.2.1. The shift chain neighbourhood

At any balanced local optimum there will be
non-empty sets of both under-covered and over-
covered shifts. An improved solution will be ob-
tained from a chain of moves whose net result is
to increase the covering of any under-covered
shift, decrease the covering of an over-covered
shift, and leave the remaining coverage unchanged.
The shift chain neighbourhood comprises chains
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of moves, each changing the pattern of one nurse
by a single shift, so that no nurse is involved more
than once in the same chain and, so that the first
move increases the covering of an under-covered
shift, and the remaining moves cover the gap left
by the previous move. For example, consider a
problem with three nurses working days with the
requirement for two nurses on each day shift. Sup-
pose the current solution allocates them to the pat-
terns below, in which the first seven elements of the
string represent the day shifts and the last seven
the night shifts.

Nurse A (1111100 0000000) penaity cost =0
Nurse B (0110101 0000000) penalty cost==2
Nurse C (1011101 0000000) penalty cost =8

Shifts 3 and 5 are over-covered by one nurse
and shift 6 is under-covered by two nurses. This
situation could be improved by changing the pat-
tern of any nurse to cover shift 6 instead of shift
3 or shift 5, but if each of these six potential moves
results in an increase in penalty cost they will not
be considered. Instead we can change the patterns
of all three nurses as follows

Nurse A (0111110 0000000) penalty cost=0
Nurse B (1010101 0000000) penalty cost =3
Nurse C (1101101 0000000) penalty cost=5

If we consider the moves in sequence, after moving
nurse A we have reduced the under-covering on
shift 6 by one unit, at the expense of shift 1 which
is now one nurse short. Nurse B’s move rights the
problem on shift | at the expense of under-cover-
ing shift 2. Finally nurse C’s move rights the prob-
lem on shift 2 by moving from the over-covered
shift 3. The overall cost of the chain in terms of
penalty costs is ~2, i.e., an improvement, although
penalty cost does increase at the intermediate
phase after nurse B’s move.

Chains of non-positive penalty cost are generat-
ed by considering them as paths in a graph with
multiple edges. The vertex set is given by the 14
shifts, and a directed edge from vertex i to vertex
j is defined for each nurse currently able to move
to shift i from shift j without affecting the rest of
his or her pattern. The edge weight is defined as
the increase in penalty cost given by such a move.

Thus in our example nurse A would define 10 edg-
es, five from shift 6 to shifts 1-5, and five from
shift 7. Nurse B would define 12 edges, from each
of shifts 1, 4 and 6 to each of 2, 3, 5 and 7 etc. Un-
der-covered shifts are defined as sources and over-
covered shifts as sinks. Any zero or negative cost
paths from a source to a sink that use at most
one edge defined by each nurse will improve cover-
ing cost without increasing penalty cost. In the
above example node 6 is the single source, nodes
3 and 5 are sinks, and the remaining nodes can
act as intermediate nodes. The chosen path was
(6,1), (1,2), (2,3) defined by nurses A, B and C, res-
pectively, and costing 0 + 1 — 3=-2.

The presence of negative weights and the con-
straint on the number of times each nurse can be
represented in a chain mean that a simple shortest
path algorithm such as that due to [14] is not ap-
propriate. Instead the graph is searched using a
depth first search with the nodes ordered randomly
to avoid built in bias until either a suitable path
has been found or the search tree is exhausted.
As paths are restricted to moves within shift pat-
tern type, the fourteen vertex graph can be regard-
ed as two disjoint graphs of seven vertices. For a
particular set of sources and sinks the tree there-
fore has a maximum depth of five intermediate
search nodes. As the objective is to find suitable
chains quickly and easily only the cheapest edge
relating to an unused nurse is considered at each
branch.

The presence of grades is a complicating factor
as the nurses moved must be of a sufficiently high
grade to meet the under-covering in the shift they
move to. To allow for this the search is conducted
three times, once for each grade-band, with nurses
from higher bands being allowed to contribute to
the path only if the shift from which they are being
moved is over-covered at their own, and all inter-
mediate, grade-bands.

4.2.2. The nurse chain neighbourhood

The nurse chain neighbourhood consists of
chains of moves which move the first nurse in the
chain to cover an under-covered shift, and then
move the subsequent nurses to the exact patterns
vacated by their predecessors on the chain. For ex-
ample, suppose nurses A and C work as before,
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and nurse D works (0000000 0011110). If nurse A
can work nurse C’s pattern, nurse C can work
(0000000 0011110) and nurse D can work
(1101110 0000000) the chain formed by moving
nurse D onto the new pattern, nurse C to nurse
D’s old pattern and nurse A to nurse C’s old pat-
tern will have the net effect of moving the over-
cover on shift 3 to reduce the under-cover on shift
6. If the total increase in penalty cost is non-posi-
tive then these moves will form a suitable chain.
Once again the problem can be represented as a
graph, with the nodes on this occasion represent-
ing the nurses. An edge exists between nodes i
and j if nurse i can work the pattern currently
worked by nurse j. The cost is the increase in pen-
alty cost in moving nurse / to the shift currently
worked by j. Each nurse working a pattern with
at least one under-covered and at least one over-
covered shift is considered as a source node. The
sinks relating to source i are given by those nurses
who can work a pattern k such that substituting k
for the pattern worked by i would improve the
covering cost. In our example source A defines
three cover improving patterns - (1101110
0000000), (1111010 0000000) and (1101011
0000000). Each nurse who can work any of these
patterns defines a suitable sink. Each sink is allo-
cated a weight given by the cost of moving the
nurse to the cheapest of these options and this
weight is added to the cost of any chain ending
at that sink. Here we have chosen sink D and
the first of the three patterns and reached our goal
using path ACD. Once again suitable paths are
found using a depth first search after randomly or-
dering the vertices. Although the graphs are some-
what larger than the shift-chain graphs they tend
to be disconnected due to nurses working different

numbers of days, thus decreasing the size of the
search trees.

In this case it is far more difficult to mix grades
and so these are dealt with separately, thus reduc-
ing the size of the underlying graphs, but at the ex-
pense of missing some potentially improving
chains.

4.3. The full phase 1 strategy

Both chain neighbourhoods are used aggres-
sively to decrease covering cost without increasing
penalty cost. If the search reaches a local optimum
with respect to all of the above neighbourhoods
then the standard neighbourhood is utilised again.
This time the candidate list is restricted to ensure
that at least one fault of the current solution is
eliminated. It restricts the available moves to those
which remove a unit of cover from an over-cov-
ered shift and add it to an under-covered shift.
The coverage of other shifts is allowed to change
arbitrarily. Empirical evidence suggests that such
moves are frequently very successful in getting into
a situation where one of the aggressive moves is
then able to arrive at an improved solution. These
moves, together with a random move to prevent
the search becoming trapped, comprise phase 1.
Their use is summarised in Table 1.

The moves are attempted in order. If the move
is accepted the pointer returns to the top of the list,
otherwise the next move is attempted. Move type 2
is only attempted if the local optimum from type 1
is unbalanced. The final random move is rarely
needed, but in situations where a large number
of patterns are infeasible for one or more nurses
it is possible that none of the earlier moves will

Table 1
Phase 1 moves
Neighbourhood Candidate hist Evaluation function Selection
1. Standard No PC increase CcC First decrease
2. Standard Balance restoring cC Best
3. Shift-chain All PC First non-increasing
4. Nurse-chain All PC First non-increasing
5. Standard Over to under CcC Best
6. Standard All - First

(PC is the penalty cost and CC the covering cost).






